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Problem Statement 
Data expressed in RDF resources contain a set of triples as the fundamental statement of 
facts.  Such a data asset can then be used for inference, reporting, analysis or 
communications. A data asset is a general DRMi term we are applying to models, data 
bases, pictures, ontologies, spread sheets, documents, etc.  Later on we will also discuss 
structured data assets – those data assets where we understand their internal structure 
using RDF. 

But why use or believe such a data asset? What would make us want to use such a asset 
or to accept the information within it?  Where did the information come from?  Who 
added to it, when and why?  What if it changed? 

Many data assets are accepted because the user of the asset has inspected it and agreed 
with what it says.  Others are accepted because of authority or the competence of the data 
asset’s author.  This works when the data is static and all of the information in the data 
asset can be accepted or rejected as a unit.  Where the data asset as a whole can be 
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accepted or rejected we need to be able to track the source and authority of that data asset, 
as is being done in the “Proof Markup Language” [McGuinness05]. 

Many applications require that statements within a data asset be traceable to their source 
– who said it, who recorded it, under what authority, when and why.  These applications 
require that any piece of information in a knowledge base be able to be justified based on 
authoritative statements.  The history of such a data asset is important in understanding 
and trusting each statement in that data asset.  For example, if there were a data asset 
describing properties of a customer account and there were an “Account credit limit”, a 
stakeholder may well ask: “Who told you to add credit limits and the limit rules as they 
are in this data asset?”  Or, for an instance of such a data asset, an auditor may ask: 
“What makes you think this account is over their credit limit?  Please justify both the 
limit and the balance.” 

Having an “audit trail” for the information in a repository goes beyond the capabilities of 
many technologies.  For example, an SQL DBMS can’t tell you why the information is in 
a table, unless special capabilities are added to the SQL infrastructure or to the 
applications that update that information.  There is no “built in” audit.  Likewise our 
DBMS, file systems modeling tools, and repositories don’t capture such information. For 
example a UML tool used for data resourcing does not keep track if why each part of that 
data asset is as it is – it must be taken on faith or authority. 

That data assets must be taken on faith or authority as an entire unit is exasperated by 
change.  Let’s say that a great deal of effort had been expended to validate an accounting 
architecture, and then that architecture had been changed over 2 years.  Is it still 
validated?  Without understanding change over time, trust and certifications can not be 
maintained.  The “best practice” we have now is to maintain data assets in configuration 
management systems and hope the authors carefully document the changes, independent 
of the actual data asset. Such documentation is rarely kept and is difficult to synchronize 
with the data asset as there is no guarantee that such comments actually reflect the 
changes made. 

Applications, such as accounting systems, must keep records and audit trails in the 
application logic.  The way such audit trails are kept is inconsistent and has to be 
independently validated for each application.  Bugs in the application or security 
breaches can invalidate such application audit trails. 

Structuring data is a necessary component of being able to trust and utilize information.  
Such a Structured Data Asset has some known format so that the information inside of it 
can be understood, managed and tracked.  However, structuring data does not inherently 
provide for records, audit and history. 

Due to the need for trusted and validated information to be kept in RDF repositories we 
see the need for enhanced RDF infrastructure to provide for provenance, history and audit 
as a fundamental capability of the repository such that it can be relied upon by users and 
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applications that require a historical view and a way to show why any statement is made 
within a knowledge base.   

An issue related to history and audit is the effectivity of statements in a given situation, or 
data asset logics.  For example, the identity of the president of the United States is not a 
fixed value, but one that depends on the timeframe one is referring to.  RDF has no built 
in mechanism for defining when, under what conditions and in what context a statement 
may hold.  As well as tracking the history of statements many applications have the need 
to understand what statements hold under what conditions.  These conditions may be 
based on time, context or the authority of the speaker.  For example in the statement “Joe 
said John likes Sue”, the statement “John likes Sue” is only valid if Joe is trusted.  
Likewise the statement “John liked Sue in February 2007” does not imply that “John 
liked Sue” in January.   

So to understand if a statement is effective in a given situation we need to understand 
what authorities are trusted as well as the context and timeframe in which the statement is 
valid and the situation in which it is being considered. We are calling this “Effectivity” – 
meaning the situation in which a particular statement is effective, or considered to be true. 

Approach 
The “Enterprise Knowledge Base (EKB) project of Modeldriven.org and OSERA.gov is 
producing an RDF repository to address the above requirements.  The EKB project is 
producing software that may be deployed in an enterprise, to create their enterprise 
knowledge base. 

The typical RDF/OWL ontology represents absolute and timeless truth – there is no 
representation of the authority by which it is stated, the context, the history of the 
statements, or when or under what situations they are effective.  This type of ontology 
may change over time and/or may be published as a specific version.  We will call this 
kind of ontology a “structured data asset”. Such a structured data asset is necessary for 
inferencing, reporting and analyzing information. Most computations are performed 
based on this kind of “static” ontology or data asset.   

Since structured data assets may change over time they may have versions.  A structured 
data asset version is a snapshot of a structured data asset at a particular time as stated by a 
particular authority.  A version represents a particular state of a structured data asset at a 
particular time.  A common view of such a data asset version is a version maintained by a 
configuration management system – each version being a snapshot of an artifact over 
time.  The artifact is seen to change over time by way of multiple versions – like frames 
of a movie.  
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Our approach defines a related ontology, one that records a set of statement made over 
time that, ultimately, result in the data asset versions.  These statements made over time 
reflect the changes to a structured data asset and take it from one version to the next.  A 
particular authority makes each such statement at a given time, and, potentially, with 
constraints on the effectiveness of 
each statement.  The set of such 
statements affecting a structured 
data asset result in a change-log 
over time.   

We call each of these statements a 
“Speech act”, which records the 
statements a particular authority 
makes with regard to some 
structured data asset.  The state of 
any “fact” in a knowledge base (or 
a version of a particular data asset) 
can then be tracked back to one or 
more speech acts.  A speech act 
also functions as part of a 
“transaction” to the knowledge 
base – effecting its change of state 
with ACID (Atomicity, Consistency, Isolation, Durability)  properties1.  Speech acts are 
immutable – that is they can’t be changed and are never (logically) deleted.  It will 
always be true that what was said at a particular time was said.  Future speech acts may 
change the data asset, but not a prior act. 

We define an “Effectivity Enabled” knowledge base to be one that can maintain 
structured data assets, versions and speech acts with ACID properties.   

                                                 

 

 

 

 

 

 

 

ACID - 1 http://en.wikipedia.org/wiki/ACID 
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Structured data assets represent a unit of management for information; such a unit can be 
referenced, approved, validated, imported, analyzed or compared.  There are mechanisms 
for combining managed data assets, such as inclusion, and mechanisms for breaking them 
apart, as with a query.  There are also different approaches to the best granularity of such 
managed data assets, from an entire knowledge base down to an individual business rule.  
The effectivity enabled knowledge base does not enforce a particular granularity but 
other considerations for granularity will be discussed below. 

Structured and unstructured data assets 
While there is substantial advantage to managing information in structured form the 
reality today is that much information is maintained in unstructured forms, such as Word 
documents, presentations and pictures.  Since this kind of information is frequently 
integrated with structured data we would also like to maintain versions and records of 
unstructured information.  For this reason we define a general concept of a “data asset”, 
which may or may not be structured, and a ”structured data asset” where the internal 
format is specifically known.  In the EKB, all structured data is represented in RDF. 

Both structured and unstructured data assets may be managed and have versions, but only 
a structured data asset can have its “internals” tracked.  In the approach, below, both 
structured and unstructured assets may be managed, but structured assets have additional 
capabilities. 

Knowledge base repositories 
To allow for both the version oriented and change oriented views of the knowledge base 
a typical effectivity enabled knowledge base will be implemented over 5 distinct logical 
Sesame repositories as follows: 

•  The Speech Act Chronicle holds the entire history of the knowledge base as a 
set of speech acts.  Each speech act contains a set of reified statements that move 
a structured data asset from one version to the next.  Speech acts created in the 
chronicle may not be modified.  A speech act about a structured data asset holds 
detailed changes; whereas an unstructured data asset is simply replaced, creating a 
new version.  

• The Version History holds immutable “snapshots” of data assets which are the 
successors and predecessors of speech acts.  A version is the truth as it is or was 
known at a particular time for a particular managed data asset.  Versions in the 
version history hold only the statements asserted by an authority or by a business 
rule.  (The firing of a business rule or inference acts like any other “actor” making 
a statement about the knowledge base).  Versions in the version history may also 
be given “tag names” that apply to the entire knowledge base at a particular time.  
Note that versions may or may not all be kept – some may be computed, on-
demand, virtual, or based on speech acts. 
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• The Current Version repository holds the “head” of each data asset.  Since the 
head is itself a version, this head may be a virtual copy of the latest version in the 
version history. 

• The Inferred Current Version  repository provides a view of the current version 
repository where all expected inferences have been made.  This repository may be 
implemented in any way that is most efficient but is expected to be primarily a 
virtual view with some 
sort of caching for 
optimization.  Inference 
only applies to structured 
data assets. 

• The Inferred Version 
History , like the inferred 
current version, provides 
an inferred view of any 
version of any managed 
data asset.  Inferencing 
only applies to structured 
data assets. 

URL Pattern 
There will be a consistent pattern to the URL that links to the data assets in each of these 
repositories.  That pattern will have the general form of: 
<ekb>/asset/<version>/<branch>/<variant>/<model>/<directory…>/<asset> 

Where: 

• <ekb> is the base URI of the EKB installation 

• <version> is the version of the asset, “head” being a reserved tag for the latest 
version.  Tagging mechanism TBD. 

• <branch> is either “root” for the main branch or a branch name.  “sys” is a 
reserved branch for the EKB and “std” a reserved branch for external standards. 

• <variant> is the aspect of the asset,, one of: 

o “asserted” includes only those triples that have been asserted by an 
authority (an authority may include a business rule) 

o “ inferred ” includes all asserted triples plus those inferred by RDFS.  

o “artifact”  a physical file that can be checked in or out.  

o “metadata” – the RDF statements that are the metadata of the asset. 
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o “history” is the set of all acts leading to a version or the head. 

o “act” indicates the identity of a speech act. 

o “all” inferred + history 

• <model> is the model  (or meta model) describing a structured asset (one we can 
transform into RDF), an extensible list with standardized names including: 

o Bin – for binary or any unknown model. 

o Text – for plain text 

o UML2 

o CX 

o SC – Shard concepts 

o XSD 

o BPMN 

o WSDL 

o EMF 

o CMOF 

o OWL 

o RDFS 

o … 

• <directory…> - an optional set of sub-directories used to qualify the asset. 

• <asset> - the simple name of the asset. 

 

If we assume the ekb URL is http://ekb.modeldriven.org/ and there is a asset 
“mydata.owl”, variants of that asset may be accessed like this: 

• The current version of the SVN asset: 
http://ekb.modeldriven.org/asset/head/root/asserted/owl/mydata 

• The inferred view of the current version would be: 
http://ekb.modeldriven.org/inferred/head/root/asserted/owl/mydata 

•  

• A particular numbered version would be: 
http://ekb.modeldriven.org/asset/1029/root/asserted/owl/mydat 
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• A particular numbered version with inference would be: 
http://ekb.modeldriven.org/asset/1029/root/asserted/owl/mydat 

• The speech act creating version 1029 would be: 
http://ekb.modeldriven.org/asset/1029/root/act/owl/mydat 

• The set of all speech acts leading to a version would be: 
http://ekb.modeldriven.org/asset/1029/root/history/owl/mydat 

• The set of all speech acts leading to the head version, merged with that version 
and all inferences would be:: 
http://ekb.modeldriven.org/asset/head/root/all/owl/mydat 

Each of these assets may be accessed with the Sesame2 RDF “Repository API” as a 
distributed or remote asset.  A new speech act may be added to the history and a head 
may be modified, creating a new version.  Each of the above would represent a sesame 
context in one of the 5 (or more?) logical RDF repositories.  Logical repositories may be 
merged (using a RDF graph merge) to understand both a current state and a history. 

Metadata Directory 
The EKB will have a distinguished asset that will represent the “directory” of information 
in the EKB, including both structured (RDF based) and unstructured (SVN based) assets.  
This directory will utilize the “versioning.owl” ontology to maintin information about the 
assets source, location, provenance and history.  The metadata directory within any EKB 
instance will be called: 

• <ekb>/asset/head/sys/inferred/sc/directory 

Example: 

• http://ekb.modeldriven.org/asset/head/sys/inferred/sc/directory 

                                                 

 

 

 

 

 

 

 
2 Sesame is being used in the implementation but other APIs, such as Jena, could be used as well. 
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External Artifacts 
Structured artifacts in the EKB frequently reference external artifacts, such as schema 
and ontologies.  These external artifacts are converted into RDF using the EKB 
conventions and transformations.  The relationship between these EKB representations of 
an external artifact is maintained in terms of both naming and the versioning ontology.  
An external artifact has both an “isomorphic” representation, which maintains the 
external artifacts terminology and conceptual framework and a “shared concept” 
representation where concepts in the external artifact that are recognized as being 
expressible in one of the shared concept ontology is mapped to that ontology.  These 
external assets may either be considered “standard” or “project specific”. 

We will show, by example, how this works.  The example wll use 
http://www.w3.org/2001/XMLSchema, the normative specification of XSD.   

The “isomorphic mapping” of this artifact into the EKB at “http://ekb.modeldriven.org” 
will be: http://ekb.modeldriven.org/asset/head/std/inferred/xsd/mydata.   

An “Isomorphic mapping rule” will represent the connection between the internal and 
external asset. 

The “shared concept mapping” of this artifact into the EKB will be: 
http://ekb.modeldriven.org/asset/head/std/inferred/sc/mydata.   

 

Open Issue: Open is the relationship between name spaces of the external artifacts and 
the normalized name of the artifact – in particular, should we change all namespaces to 
our normalized names or map them in some way. 

 

Speech acts and Transactions 
Speech acts, as have been discussed so far, are limited to modifying a single data asset.  
However, within the scope of a transaction it is desirable to be able to modify multiple 
data assets as well as to allow business rules to be propagated based on any changes made.  
A transaction is considered a composite speech act that, potentially, modifies multiple 
data assets and may also have speech acts resulting from the firing of rules.  The firing of 
rules (or any other inferencing) is considered a speech act in its own right. 

A transaction is a kind of speech act where the modified asset is an instance of an EKB 
that also contains the transaction.  This “master” speech act then contains (or states) a set 
of speech acts that are specific to a particular asset and speaker.   Such a master speech 
act is a “transaction” and corresponds directly to a technical transaction in an EKB. 
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Changing the knowledge base 
An EKB may be changed in any of three ways, depending on the application 
requirement: 

• Changing the head version of a data asset through the Sesame API.  Changing the 
head version will look like a “normal” update to an RDF asset in Sesame.  A 
special Storage And Inference Layer (SAIL) will intercept the calls to provide for 
management of the history.  In this mode the changes to the structured data asset 
will imply the creation of a speech act containing reified versions of the triples 
that have been added or removed.  A Sesame client may then use the EKB 
without knowledge that any management or versioning has taken place.  At the 
end of a transaction the new speech act and a new version will have been created. 

• Creating a speech act transaction.  Applications that are aware of effectivity may 
create or make statements about a speech act and therefore have additional 
capability to make statements about that speech act, provide additional change 
semantics or make effectivity statements – for example, why the speech act was 
made, by what authority and who was involved.  This may also be combined with 
the other two methods.  Once the speech act transaction is created a new version 
will be created that applies the changes. 

• Replacement.  A new version of a structured data asset may replace an existing 
one and the additions and deletions (diff) will automatically be computed to create 
a speech act.  Replacement is the only mechanism supported for unstructured data 
assets.  Replacement is generally performed by checking a file into a SVN 
repository that is linked to the EKB. 

Concurrency failure 
Where two or more speech act transactions overlap there is the possibility for 
concurrency problems.  In this case the concurrency rules stated for the data asset type in 
question will determine the action to be taken.  If the concurrency rules determine that 
both transactions may safely be processed, no further action is required.  If the 
concurrency rules determine that a conflict is possible the transaction will fail.  The 
speech act transaction that failed and the resulting version will still exist in the knowledge 
base but will not be recorded as a new version of the structured data asset – it will, 
essentially, create a branch.  The client application may then take steps to fix-up or retry 
the transaction.  How this may be done will be addressed in another paper. 

The default concurrency for a structured data asset (RDF data) rule is that any two speech 
act transactions that contain triples that have the same asset as either the subject or object 
will be considered to be in conflict – that is, if they touch the same asset a conflict is 
possible.  Any overlap of an unstructured data asset (arbitrary file) will be considered to 
be in conflict. 
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Handling concurrency failure, other than detecting and rejecting the conflict, is not 
expected in the first version of the EKB. 

RDF-OWL Representation of Speech Act Transactions 
A speech act transaction represents the set of changes between versions of a data asset.  A 
speech act transaction is, itself, an RDF asset defined in OWL.  Within the EKB there is a 
set of types that are applicable to any asset type, to structured data assets and unstructured 
data assets, as summarized in the following table: 

Data Asset Unstructured Data Asset Structured Data Asset 

Data_asset Unstructured_data_asset Structured_data_asset 

Data_asset_version Unstructured_data_version Structured_data_version 

Data_asset_change Unstructured_data_change Structured_data_change 

 

Details of the ontology classes and properties are defined in the “versioning.owl” 
ontology.  The following summarizes the structure and ontology of managing change: 

Management of change in all data assets 
In the general case there are data assets (files, models, DBMS, documents, pictures, etc.) 
that have versions over time and are changed by speech acts in transactions as shown 
below. 
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A knowledge base is a container for a set of managed data assets that may change over 
time based on the actions of an authority .  These data assets contain the knowledge of 
the knowledge base.  Structuring the knowledge base as a set of data assets allows each 
asset to be individually managed, tracked, versioned validates, approved and accepted.  
This approach carries forward units of management like “files” and “ontologies” so that 
knowledge is in manageably sized chunks.  Anything that is “said” in the knowledge base 
is said with respect to such a data asset.  The knowledge base makes no assumption about 
the granularity of data assets – they may be as big as an enterprise DBMS or as small as a 
single business rule.  To capture the common concept of a data asset container (or 
folder) for data assets, a hierarchy of Data asset containers may be used – this is a 
synonym for a folder in a file system.  Use of folders is, however, optional. 

Anything that affects the knowledge base begins with a transaction.  A transaction is 
performed by some authority  (human or automated performer ) that makes (states) a set 
of coordinated Data asset changes.  Note that any speech act (such as a transaction) may 
state other propositions, including other speech acts  Authority and authorization is the 
subject of another ontology.  A data asset change records the authority that stated the 
changes being proposed that move the asset from one data asset version to the next 
(prior_version to later_version), based on this change. 

Assuming there are no errors or conflicts the data asset change and subsequent 
transaction is marked as a successful act or a failed act. Note: Structure for reasons for 
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failure still to be developed.



Management of Change and Provenance in RDF 15 

 

 

 

 

 

Management of change in structured data assets 
 

Structured data assets augment generic data asset management by understanding the 
changes that take place within the asset.  For example, in a time ontology it would be 
recorded that the concept of “timezone” was added.  Each such change is a proposition 
about the structured data asset, stated as part of a speech act. 

Consider that we start with a transaction that states a structured data change about a 
structured data asset.  That change will take the structured data asset from one structured 
data version to the next. The structured data change is a proposition group that states a 
set of changes about the asset.  That set of changes may: 

• assert new triples (with Triple assertion),  

• retract existing triples (with Triple retraction) 

• change the value of a triple (with Value change) that, as a proposition group, will 
also then state an Triple assertion (to add the new value) and a Triple retraction 
(to remove the old value). 

• Delete an RDF asset.  Deleting a asset typically has “side effects”, other triples 
need to be retracted and other assets may need to be deleted.  This is done by 
having the “Asset deletion” state other statements (mostly Triple retraction) 
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• Change the identity of a asset with Identity change (which will then state 
additional statements to take care of that change). 

Through these changes every triple in the resulting version should be able to be tracked 
back to a specific change made as part of a speech act. 

Asset Changes Due to Synchronization Rules 
As EKB will manage different representations and mappings of data assets when the 
structure of those assets is understood based on rules about synchronizing those assets.  
Structured data may have three different representations in the EKB, each of which is 
considered a separate asset: 1) The “raw” file in some external format. 2) An isomorphic 
representation of the same information expressed in RDF, but retaining the source files 
meta model and terminology. 3) A shared concept representation where representations 
of shared concepts have been normalized. 

These different representations of the same information are maintained as separate but 
synchronized data assets.  The mappings between these assets are expressed as 
synchronization rules and the resulting changes to the assets “data synchronization 
changes”, based on the following ontology: 

 

Logical connections between assets that are representations of the same underlying 
information are represented as a “Data Synchronization Rule”.  The data 
synchronization rule connects two data assets in a “hub and spoke” pattern and states that 
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these two assets are to be kept in synchronization.  A subtype of data synchronization rule 
is “Isomorphic synchronization rule” which states that the “spoke” asset is unstructured 
(at least the structure is not represented in the EKB, but it must be known in some way), 
and the “hub” asset is a structured data asset represented in RDF.  The isomorphic 
synchronization rule will preserve the original structure, meta model and terminology, 
but will map the artifact to RDF in a deterministic and reversible way. 

A “Shared Concept Synchronization Rule” changes the semantic representation but 
preserves meaning by mapping the isomorphic model to and from a “shared concept” 
model.  The shared concept model will have those concepts that are defined in the EKB 
mapped to their normalized counterparts (the shared concepts).  Note that subtypes of a 
shared concept mapping rule may “narrow down” the situation within the shared concept 
model that is mapped. 

Both the isomorphic and shared concept synchronization rules specify what the EKB 
should do, not what actually happened.  When an asset with a synchronization rule is 
changed is will trigger the synchronization rule to perform the mapping and thus make a 
change to the mapped asset.  Each version of a mapped asset will trigger a corresponding 
version of each asset it is mapped to.  The mapping may be done based on either the 
changes or a wholesale mapping of the asset. 

An “Asset Synchronization Change” records the specific effect of a data 
synchronization rule that is a result of some other change to a data asset.  So when one 
asset changes it triggers a rule which creates a data synchronization change, resulting in a 
new version of the synchronized asset.  A data synchronization change references a data 
synchronization rule as its “reason”.  This results in a “forward chaining” effect on the 
synchronized assets. 
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